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We never prove the null hypothesis.

No evidence against HA ≠ Evidence for H0



But we often act as though it does…

…when we test model assumptions!



What are these tests?

Let ϴ be a parameter that measures the size of a 
model assumption violation.

Typical test:
H0: ϴ=0
HA: ϴ≠0

Typical procedure: If p > 0.05, the assumption holds!



Example: Parallel trends test

Difference-in-differences analysis
Were treatment and control groups were on the same 
trajectory prior to an intervention?

H0: ϴ=0
HA: ϴ≠0
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What’s wrong with traditional tests?

The null hypothesis is in the wrong direction.



What’s wrong with traditional tests?

The null hypothesis is in the wrong direction.

Failing to find evidence of a violation
≠

Finding evidence of no violation



What’s wrong with traditional tests?

The null hypothesis is in the wrong direction.

If you don’t have enough data  false negatives
If you have a lot of data  false positives

1. Assumption holds: n = 600, p = .3 2. Assumption fails: n = 2000, p = .004
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What’s wrong with traditional tests?

But is this really a problem?



What’s wrong with traditional tests?

But is this really a problem?

Sometimes ϴ is measured roughly on the scale of 
the main treatment effect.
• Placebo tests
• Parallel trends tests
• Balance tests
• Proportional hazards tests



What’s wrong with traditional tests?

But is this really a problem?

Yes.  Because we swap Type I and Type II error, 
the probability of detecting a violation is low.

Assume your test has 80% power with ⍺=0.05.

Under H0, 
if there is no true violation:

Under HA, 
if there is a true violation:

Probability of detecting 
a violation:

5% 80%

Probability of detecting
no violation:

95% 20%



What’s wrong with traditional tests?

But is this really a problem?

Yes.  Because we swap Type I and Type II error, 
the probability of detecting a violation is low.

Assume your test has 80% power with ⍺=0.05.

Under H0, 
if there is no true violation:

Under HA, 
if there is a true violation:

Probability of detecting 
a violation:

5% 80%

Probability of detecting
no violation:

95% 20%

And…p-values are completely uninformative about the 
probability of incorrectly concluding ”no violation.”



What (else) is wrong with traditional tests?

They don’t consider the magnitude of the main effect.

Comparison group

Treatment group

0

2

4

6

0 5 10

Time

O
u

tc
o

m
e

Large treatment effect

Comparison group

Treatment group

0

2

4

6

0 5 10

Time

O
u

tc
o

m
e

Small treatment effect



What (else) is wrong with traditional tests?

They don’t consider the magnitude of the main effect.
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Non-inferiority tests

Suppose a company makes a new red pill.  
They want to show that it’s as effective 

as the standard of care purple pill.



Non-inferiority tests

Suppose a company makes a new red pill.  
They want to show that it’s as effective 

as the standard of care purple pill.

Bad idea
1. Enroll a two people in trial.

2. Test if there is a difference between drugs. 
3. Approve drug! 



Non-inferiority tests

Suppose a company makes a new red pill.  
They want to show that it’s as effective 

as the standard of care purple pill.

Better idea
1. Select an equivalence margin, ẟ.

ẟ = largest acceptable difference between red pill and purple pill
2. Clinical trial must show red pill performs at least as well as:

purple pill performance - ẟ.
purple pill reduces symptoms by 10%, ẟ=1%
H0: red pill reduces symptoms by ≤9%
HA: red pill reduces symptoms by >9%



Non-inferiority model assumption test

1. Select an equivalence margin, ẟ, based on main effect.
2. Perform test to find evidence that any violation is less than ẟ.

H0: ϴ ≥ ẟ
HA: ϴ < ẟ

3.    (Optional) Repeat for different levels of ẟ.
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Non-inferiority model assumption test

Null = assume the worst✅

Bigger treatment = less concern✅

1. Select an equivalence margin, ẟ, based on main effect, ϴ.
2. Perform test to find evidence that any difference in trends is less 

than ẟ.
H0: ϴ ≥ ẟ
HA: ϴ < ẟ

3.    (Optional) Repeat for different levels of ẟ.



Non-inferiority model assumption test

Example:
Suppose β=1 and you have 2 pre-intervention periods.
Let ẟ = 0.3.  You perform a parallel trends test:      

H0: placebo “treatment effect” is ≥ 0.3
HA: placebo “treatment effect” is < 0.3



Non-inferiority model assumption test

p Interpretation

p > ⍺  There is not evidence at the 5% level that a violation of 
parallel trends is less than 30% of the treatment effect. 

p < ⍺ ☺ You have evidence at the 5% level that a violation of 
parallel trends is less than 30% of the treatment effect. 

Example:
Suppose β=1 and you have 2 pre-intervention periods.
Let ẟ = 0.3.  You perform a parallel trends test:      

H0: placebo “treatment effect” is ≥ 0.3
HA: placebo “treatment effect” is < 0.3



Non-inferiority model assumption test

These can be performed as one-sided or two-sided tests.

One-sided: Detect violations in the same direction as the treatment effect
H0: ϴ ≥ ẟ
HA: ϴ < ẟ

Two-sided: Detect violations in either direction
H0: ϴ ≥ |ẟ|
HA: ϴ < |ẟ|
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NI tests have low power.

Recall: sometimes ϴ is measured roughly on the scale 
of the main treatment effect.
• Placebo tests
• Parallel trends tests
• Balance tests
• Proportional hazards tests

Then, non-inferiority power is low.



NI tests have low power.

Sometimes ϴ is measured roughly on the scale of 
the main treatment effect.

A general heuristic: Say we have 80% power to 
detect an effect of size ẟ.  Then, we also have about 
80% power to rule out a violation of size ẟ, i.e. to 
reject:

H0: ϴ > ẟ
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A general heuristic: Say we have 80% power to 
detect an effect of size ẟ.  Then, we also have about 
80% power to rule out a violation of size ẟ, i.e. to 
reject:

H0: ϴ > ẟ

This doesn’t sound so bad, but…



NI tests have low power.

1. We have to pass both the assumption test and 
the full model test. If we have 80% power to do 
both, and they are fairly independent, then we 
have 64% power.



NI tests have low power.

1. We have to pass both the assumption test and 
the full model test. If we have 80% power to do 
both, and they are fairly independent, then we 
have 60% power.

2. We often have less power for an NI test.  For 
example, we may run a placebo test on a 
subsample of the data.



NI tests have low power.

3. We may want to detect small effects. 
Assume that for your initial test, you can detect a main effect 
of size ẟ with 80% power. 

One-sided test Two-sided test



NI tests have low power.

4.  The true violation may be practically 
insignificant but greater than 0.  

One-sided test Two-sided test



Choosing thresholds can be difficult.

When ϴ is NOT measured all on the scale of the 
main treatment effect (e.g. Levene’s test), it is hard 
to pick a threshold.
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1. When sensible, use non-inferiority tests.

We don’t believe inverted tests are ever 
appropriate.

Non-inferiority tests are sometimes appropriate.
• In big data settings, power may be adequate.  
• Key step: Picking a practically relevant threshold.



2. Use NI tests with a higher p-value threshold.

If we are okay with accepting tests with high type I 
error, then run a non-inferiority test with a threshold > 
0.05 to rule out a violation.
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3. Don’t use tests.

Use robust alternatives (e.g. robust standard 
errors).

Verify assumptions from context rather than 
statistically.



4. Sensitivity analyses

Key question: If this assumption did not hold, how 
would our conclusions change?

For example, model a 
difference in trend, and 
report different 
estimates of main 
effect.



Conclusions

Practical

1. Don’t use or create 
tests that rule out a 
violation if p > 0.05.

2. Non-inferiority tests 
are better but often 
difficult.

3. Alternatives like 
sensitivity analysis 
may be preferable.

Conceptual

1. We may want more 
flexible estimation 
rather than relying 
on tests of model 
assumptions.

2. We should consider 
false negatives as 
well as false 
positives.
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Table of tests



Non-inferiority test power
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